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Abstract 
This document outlines proposals for encouraging industry to adopt ethical AI and robotics within 

design, development, sales, staffing and use.  The central mechanisms are a set of certifications for 

products and people, the development of a certification business eco-system, and the use of proven 

market mechanisms to build customer demand for certified products and people.  This document 

recommends that AI and robotics products should be certified as ethical upon creation (a “product 

certification”), and that their deployment in a working environment should also be certified as 

maintaining that ethical status (an “installation certification”).  We further recommend the 

development of professional certification of staff appropriate to their roles.  Recognising the existence 

of a thriving certification business eco-system, we recommend this certification business eco-system 

be encouraged to add ethical AI components within their existing professional certifications, such as 

COBIT.  However, our strategy also anticipates, and encourages, the development of new certifying 

bodies.  In pursuit of a self-sustaining business eco-system, we do not advocate prescriptive measures 

to centralise or unify certification schemes, but allow for the development of a range schemes.  Finally, 

we discuss mechanisms by which to encourage market demand for these schemes, primarily through 

a product labelling scheme and the creation of awareness of need for it. 
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Executive summary 
The ultimate aim for industry in our strategy is to use proven techniques to build a self-sustaining 

business ecosystem which is devoted to the development and promotion of ethical AI systems. We 

recommend the aim of establishing a business eco-system because they are self-sustaining and also 

stimulate industry to promote the value of them.  Thus industry becomes an active promoter of ethical 

AI.  However, for this to work, the market must demand ethical AI products, so we discuss mechanisms 

for developing market demand. 

The central plank of the strategy is a certification program based on similar schemes, including 

electrical equipment certification, industry staff certification programs (such as Microsoft’s Certified 

Professional), the EU Energy Labelling scheme, and the established processes by which commercial 

industry develops certification programs, such as ISACA’s COBIT.  We recommend integration into 

existing programs rather than promoting new ones, though we allow for the rise of new certificates 

as well.   

We recommend system certifications based on the model seen in industries where safety is important, 

such as electrical products, aircraft and medical equipment.   Systems must first obtain an ethical AI 

product certification before they can enter the market.  Increasingly, AI products sit on back-end 

platforms which provide the raw AI processing power.  We therefore recommend an AI platform 

certification which focuses on the platform’s suitability to provide its backend functions ethically.  

Installed systems will also need AI installation certificates before they can be used.  Installation 

certifications will include assessing the wider context within which the application is operating as well 

as the application itself, such as management processes.  A system’s ethical status may change over 

time as it learns and acquires new data so auditing is required at regular intervals to ensure ongoing 

ethical status and maintain the installation certificate.     

We recommend people are certified through professional training programs and exams.  A range of 

certifications will be required, as is the case for most technical systems, according to one’s role.  Ethical 

AI requirements should be incorporated into the EU e-Competence framework because most 

European certification bodies use this as a standard from which to draw their requirements. 

Professional associations should be encouraged to include requirements for appropriate CPD training 

in ethical AI.  Professional associations often have codes of conduct which should be kept in line with 

the certification standards as they evolve, as well as relevant audit or CPD requirements.  Many 

European professional associations draw guidance from the European e-Competence Framework1, so 

this is another reason for updating it to include ethical AI. 

Because 99.8% of all businesses in the EU are small and medium-sized enterprises (SME’s), the 

majority of AI purchasers will be small businesses.  We therefore recommend building ethical AI 

awareness through  trade associations and business support networks.   This awareness strategy must 

promote the value of the certification schemes.  Purchase of an AI possessing an ethical AI product 

certification should be presented as resolving many difficulties which would otherwise fall to the SME.   

The strategy for motivating industry is to make it profitable to produce ethical AI products because 

the market demands them. This is to be achieved by building an awareness of the need for ethical AI 

certification, together with confidence that certified products and staff are trustworthy.  Awareness 

of need is to be reinforced by encouraging the insurance industry to give preferential rates to certified 
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products and staff and through the use of procurement procedures, such that only certified products 

may be submitted for government tenders. 

The final, but most important, step in developing market demand is a labelling scheme based on the 

Energy Rating Labels, so that the ethical status of an AI system or robot can be assessed instantly and 

without advanced technical knowledge. 

To co-ordinate all these efforts (certifications, education, labelling, and industry liaison), we 

recommend the development of a new central AI unit.  Such a unit has been recommended by the EU 

Coordinated Plan on Artificial Intelligence and by the European Parliament.  While we allow for a suite 

of certificates by different bodies, we recommend a Central Ethical AI Reference model against which 

certifications can be compared.  We recommend this model be housed within this central AI unit. 
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1. Introduction & Overview 
This section recommends policies and strategies by which to develop a commercial industry which is 

committed to, and executes, the development of ethical AI and robotics systems, and which uses them 

in an ethical manner. 

We distinguish between commitment and execution because an organisation may be committed to a 

policy yet fail to embody that commitment in action.  This report therefore offers distinct strategies 

by which to achieve both.  Furthermore, it is possible for ethically-sound AI or robotics systems to be 

used in an unethical manner and for AI and robotics systems to change their ethical status as they 

learn or absorb new data.  Consequently, this report offers strategies for ensuring the on-going ethical 

status of AI and robotics systems during operation.  The central aim is the development of a business 

ecosystem2 focused on the maintenance and expansion of ethical AI and robotics systems. 

We do not attempt to offer distinct solutions, such as specific implementations or detailed policy 

proposals.  Given the range of relevant actors already extant within commercial industry who need to 

be involved in this process, we consider it more effective to recommend the development of a 

business ecosystem, or set of self-sustaining markets, which are dedicated to the delivery of the 

necessary services which will achieve our aims.  We do not consider it effective to expect such a range 

of actors will subscribe to a single solution, or even a single approach.  Our aim is rather to recommend 

approaches which will permit these actors to implement our aims in accord with their existing 

operations and goals.  For this reason we also recommend a “light touch” to regulation, introducing 

regulations and directives only to the degree necessary.  Our strategy is focused on encouraging 

industry to adopt our recommendations by making it in their commercial interest to do so. 

It is clear that industry need training3 in ethical AI.  However, we believe that training will only be 

sought by commercial enterprises if there is a profit to be made from it.  It is therefore necessary that 

training provide a company with something they would not otherwise have, and that they believe this 

benefit leads to increased sales or reduced costs.  Similarly, we have identified many features AI and 

robotics systems must possess if they are to be considered ethically safe.  However, it is not obvious 

many of these will automatically increase sales or reduce costs.  In many cases they will certainly 

increase cost of manufacture and cost of operation.  We cannot therefore expect industry to 

automatically adopt them.  Instead, we must find a way to increase the commercial value of AI and 

robotics products which do meet our ethical requirements, and increase the value to a degree which 

outweighs these costs. 

We do not believe legislation is an effective strategy.  Industry cannot be forced to adopt ethical AI.  

Firstly, the international nature of many AI producers will simply allow them to move development to 

                                                           
2 Under the concept of a business ecosystem, “a company be viewed not as a member of a single 

industry but as part of a business ecosystem that crosses a variety of industries. In a business 

ecosystem, companies coevolve … they work cooperatively and competitively to support new 

products, satisfy customer needs, and eventually incorporate the next round of innovations” (Moore, 

1993, p.76) 
3 We distinguish in this report between ‘education’ and ‘training’.  We use the term ‘training’ for 

education delivered commercially in industry and which does not lead towards academic degrees, 

while we use the term ‘education’ for university-delivered courses generating academic credits.  This 

is the common usage within the private educational business sector.  Thus a person delivering courses 

in private industry is referred to as a ‘trainer’, not a ‘teacher’ or ‘lecturer’ and a private educational 

business is referred to as a ‘training company.’ 
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regimes which do not operate strict regulations.  Secondly, no amount of legislation can convert a 

loss-making product into a profitable one.  If regulation makes certain forms of product unprofitable, 

companies will simply not make them.   

Our strategy is therefore focused on making it worthwhile for companies to create AI or robotics 

systems which meet our ethical requirements by converting these requirements from prescriptive 

constraints into competitive advantages.  If being an ethically sound AI product increases market 

opportunities, while not being ethically sound harms sales, then businesses will organically adopt our 

ethical requirements by choice. 

The centre of the strategy is a certification program.  All the protocols and procedures outlined here 

relate to, or draw from, this certification program.  This strategy does not offer radically new or untried 

approaches.  It combines elements from a number of relevant areas which have proven successful, 

including certification of equipment (such as electrical and aircraft components), industry training and 

certification programs (such as Microsoft’s Certified Professional and Singapore’s Certified AI Engineer 

programs), the EU Energy Labelling scheme, and the established processes by which commercial 

industry develops certification programs, such as ISACA’s COBIT and CGEIT4.  Our strategy actively 

avoids suggesting the development of new initiatives, instead favouring the integration of our aims 

into existing programs.  Just as our strategy with vendors is motivate them to adopt ethical AI 

certification voluntarily, our strategy with certification bodies is to build an environment which 

motivates them to develop and promote the required training and certification programs themselves.  

The ultimate aim is to see a self-sustaining business ecosystem which devoted to the development 

and promotion of ethical AI systems because companies profit from it. 

2. The Ethical AI Certification Program 
There will be three forms of certification: 

 Systems – AI and robotics systems will be certified as meeting ethical requirements.  

 People – People can obtain a range of Ethical AI certifications, as appropriate for their role (e.g.: 

developer, business manager, educator) 

 Training Programs – Training programs leading to certification will themselves be certified as 

suitable for the task.  Under most existing certification schemes, the training company must be 

certified as able to effectively deliver the training program. 

These certification programs are intended for use in commercial industry, but success primarily 

depends on the support of ancillary activities in regulation, university education and public awareness.  

The aim of these ancillary activities is to create a commercial advantage for those who take on board 

the certification programs, primarily by generating demand amongst purchasers for certified products 

and staff.  This commercial advantage will then generate a desire to seek certification.  Since adoption 

of the certification system produces commercial advantage, vendors will also be motivated to 

maximise the value of their investment in these certifications by promoting their possession of them 

and the value of them. The net result will be the development of a self-sustaining marketplace (a 

business ecosystem) focused on ethical AI and robotics products. 

                                                           
4 COBIT stands for “Control Objectives for Information and Related Technology.”  CGEIT stands for 

“Certified in the Governance of Enterprise IT”.  Both are training and certification frameworks created 

by the ISACA (Information Systems Audit and Control Association) for IT governance and management 

and have wide industry support. 
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Certification Ecosystems 

Once sufficient demand for certification arises, we anticipate the spontaneous development of a 

product certification ecosystem, as we have seen with initiatives such as GDPR and with the 

development of many technologies, such as fire alarms and Microsoft Windows.  This will mean many 

different types of stakeholders becoming involved in the product certification process.  It is to be 

expected that industry trade bodies will take an interest in certification of their member’s products 

and seek to offer industry-specific certification programs.  For example, the International Organization 

of Motor Vehicle Manufacturers5 is active in many areas of vehicular regulation and is likely to take an 

interest in certification of self-driving cars.  It is also likely new trade associations will arise united by 

specific AI functions used in multiple industries, such as a trade association for creators of facial 

recognition systems.  We expect this because such cross-industry associations have arisen in the past.  

For example, the Digital Analytics Association6 was created in 2003 to set standards and certification 

programs for both people and products which measure web activity, such as online advertising 

systems.  Other less specific organisations, which are involved with the development of many 

standards, will become involved in certification programs.  For example, IEEE is developing the Ethics 

Certification Program for Autonomous and Intelligent Systems7.  We can also expect the rise of 

organisations dedicated to the certification process itself, similar to organisations such as the many 

national associations of auditors in the accountancy field.  Interested charities and other civic 

associations are likely to develop or promote their own certification schemes.  For example, the 

Institute for Ethical AI & Machine Learning8 is a voluntary body which has developed frameworks for 

ethical assessment and procurement of AI systems.  Converting these into a certification program 

would be a natural, and relatively straightforward, extension of their current work.  Similarly, the 

charity ForHumanity9 is developing audit processes and can be expected to take an interest in ensuring 

certification criteria match their audit criteria.   

Significant providers, such as Google, IBM, Microsoft and Amazon, will develop their own organised 

ecosystems of adherents (developers, vendors and the final end-user organisations), just as we have 

seen with other technology platforms in the past, such as the Microsoft Partner Network10 and IBM 

Partnerworld11.  These companies have developed their own product certification programs 

previously, such as the “Certified for Windows Server” badge12 scheme, which demonstrates that an 

application meets Microsoft's technical standards for performance on the Windows platform.  They 

also create and operate their own professional certification schemes.  For example, the Microsoft 

Certified Professional program offers over 30 discrete certifications13 for technicians and managers of 

Microsoft IT systems.  In many cases, training programs and trainers supporting certification programs 

are themselves certified under such schemes.  For example, the Microsoft Certified Trainer program 

certifies trainers as fit to teach courses preparing people for the Certified Professional exams14.  This 

                                                           
5 http://www.oica.net/  
6 https://www.digitalanalyticsassociation.org/  
7 https://standards.ieee.org/industry-connections/ecpais.html  
8 https://ethical.institute/ 
9 https://www.forhumanity.center/  
10 https://partner.microsoft.com/en-US/  
11 https://www.ibm.com/partnerworld/public  
12 https://www.windowsservercatalog.com/  
13 https://docs.microsoft.com/en-us/learn/certifications/ 
14 https://docs.microsoft.com/en-us/learn/certifications/mct-certification  

http://www.oica.net/
https://www.digitalanalyticsassociation.org/
https://standards.ieee.org/industry-connections/ecpais.html
https://ethical.institute/
https://www.forhumanity.center/
https://partner.microsoft.com/en-US/
https://www.ibm.com/partnerworld/public
https://www.windowsservercatalog.com/
https://docs.microsoft.com/en-us/learn/certifications/
https://docs.microsoft.com/en-us/learn/certifications/mct-certification
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is paired with the Microsoft Learning Partner certification15, which certifies training companies as 

suitable to teach the Certified Professional courses.  Another part of the Learning Partner certification 

scheme certifies companies to run the certification exams.   We can therefore expect technology 

providers such as Microsoft and IBM to develop their own range of certification schemes for their own 

products.  In addition to the sales advantages a certification scheme offers such companies, they 

understand that once a partner company, such as a developer, invests in their certification schemes, 

it becomes more difficult for them to move to a competitor (known colloquially in the industry as 

“lock-in”).  Company-focused certification schemes are therefore seen by large technology companies 

as offering both immediate and long-term benefits. 

Finally, we can expect companies which specialise in private training and certification initiatives to 

develop their own certification programs.  This process has already started and can be expected to 

accelerate.  For example, Certnexus16 is a private company which specialises in developing certification 

programs related to emerging technologies.  These are developed under the guidelines laid down in 

ISO/IEC 17024:2012, which specifies the requirements for the development and operation of 

certification schemes which certify people, as opposed to products17.  Certnexus has developed the 

Certified Ethical Emerging Technologist certification, together with a training program to help people 

prepare for the certification exams18.  Other companies are developing training programs which do 

not offer formal certification, but to which certification could be appended.  For example, some 

members of the EU’s High Level Expert Group on AI have formed a commercial ethical AI consultancy, 

ALLAI, which includes training programs in ethical AI19. 

Our recommended approach is that this range of bodies be encouraged to develop certification 

schemes for their members and customers.  This may lead to a single AI product being certified under 

a number of different schemes.  Should such a practice arise, it may, in time, become appropriate to 

develop systems for ensuring certification schemes do not clash.  For example an EU directive may be 

advisable for laying down minimum standards for such schemes, requiring registration or licencing of 

AI certifiers, or creating a central register of AI product certifications which potential purchasers or 

users can check.  A directive may be required to specify core elements of certifications in order to 

ensure comparability of competing products certified under different schemes.  There is also the need 

to avoid a “race to the bottom”, in which certification schemes compete for users by lightening their 

requirements.  Similarly, there may be a need to build a regulatory system for the “interlocking” of 

different certification schemes.  For example, a self-driving car certification scheme may automatically 

accept image-processing components previously certified under an image-recognition certification 

scheme.  There may also be the need to develop directives or similar policy initiatives which ensure 

nationally-based schemes are recognised across the EU or internationally.  For example, Denmark is 

developing a Data Security and Ethics labelling scheme for AI and robotics systems20.  We can expect 

other countries to do the same.  It is important that all such national schemes are compatible 

recognise each other, so that products do not need independent certification in every EU state.  

                                                           
15https://docs.microsoft.com/en-us/learn/certifications/partners#become-a-microsoft-learning-

partner  
16 https://certnexus.com/about-certnexus/  
17 https://www.iso.org/standard/52993.html  
18 https://certnexus.com/certification/ceet/  
19 https://allai.nl/allai-programs/#toggle-id-10  
20 https://eng.em.dk/news/2019/oktober/new-seal-for-it-security-and-responsible-data-use-is-in-its-

way/  

https://docs.microsoft.com/en-us/learn/certifications/partners#become-a-microsoft-learning-partner
https://docs.microsoft.com/en-us/learn/certifications/partners#become-a-microsoft-learning-partner
https://certnexus.com/about-certnexus/
https://www.iso.org/standard/52993.html
https://certnexus.com/certification/ceet/
https://allai.nl/allai-programs/#toggle-id-10
https://eng.em.dk/news/2019/oktober/new-seal-for-it-security-and-responsible-data-use-is-in-its-way/
https://eng.em.dk/news/2019/oktober/new-seal-for-it-security-and-responsible-data-use-is-in-its-way/
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We do not expect a single audit and certification program to evolve unless regulation is put in place 

to force this (which we do not recommend).  Consequently, different certification and audit protocols 

are inevitable.  Because industry certification and audit are commercial activities, it is likely there will 

be competition between them.  As a result, we can expect changes in certification and audit programs 

over a number of years.  If it is considered appropriate to regulate certification programs, we 

recommend the frequently-used legal approach in the case of new technologies - allow customary 

practice to emerge over a 10 - 20-year period and then to regulate in accordance with that. 
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2.1. The Ethical AI Certification Eco-system 

 

 

Figure 1: The Certification Ecosystem 

The basis of our proposal is the development of a business ecosystem devoted to certification of AI 

products and people. As detailed below, we rely on the private training and certification industry to 

provide the certificates.  People, systems and training are certified.  For each there exists a 

corresponding process to ensure certification remains up-to-date.  Government activity, such as 

regulations for audit and procurement requirements, enforce the need for certification.  Public demand 

is focused on badges and other physical identifiers of the ethical status of a product.  This demand is 

stimulated by marketing strategies and promotion by concerned sectors, such as professional 

member’s associations.  

2.2. Types of Product Certification 

The model we recommend for AI and robotics product certification is based on the model seen in 

many industries where it is important to ensure safety, such as electrical devices.  Here devices must 

be certified as safe before they can be sold on the market.  Then the installation of those devices in a 

building must be certified before the building can be used.  In the case of important systems, such as 

fire alarms, systems must be tested and certified regularly to ensure on-going compliance (Cole, 

Lawrence, and Leblanc, 2019).  Similar models are used in many industries, such as aircraft (Leveson, 

2011), medical equipment (Avendaño et al., 2010) and electronics (Gall, 2008).  

Consequently, three types of certification are required for robotics and AI systems; certification of 

products, certification of their installation and certification of back-end AI platforms used to provide 

the intelligence to multiple products.   
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Product Certification 

Systems must first be obtain an Ethical AI Product Certification in order to enter the market.  Product 

certification attests that the system meets the ethical requirements pertaining to a completed, but 

undeployed, system.  This has two concerns; firstly, that the system’s operation meets ethical 

requirements, and secondly, that the system is capable of future auditing to determine if it remains 

ethically compliant once in operation.   

Installation Certification 

Since deployment may change the ethical status of a system (e.g.: though use of different datasets), 

or involve elements of the system which cannot be evaluated prior to deployment, systems must be 

will need an AI Installation Certificate after deployment, but before operational use.  For example, a 

facial recognition system may be deployed so that a building security system can recognise the faces 

of employees and open security doors for them.  This system will first need an Ethical AI Product 

Certificate before it can be sold to anyone.  Certification that it is ethically fit for sale will assess aspects 

such as whether the system is equally good at recognising different genders and skin tones.  Once 

deployed in a building and trained to know who the staff are, it will then need an AI Installation 

Certificate to ensure bias as not been introduced while learning the staff faces.  Organisational 

elements will also need to be included in an AI Installation Certificate.  For example, the need for 

transparency requires that people know when they are being subjected to treatment by an AI.  In this 

example, there would be a requirement that appropriate signage be displayed to offer this awareness.  

This would be assessed as part of the AI Installation Certification process.  We can expect a similar 

range of stakeholders to emerge around installation certifications as with product certification, with 

similar concerns and calling for similar remedies. 

Platform Certification 

Certification of platform-based, as opposed to self-contained, AI systems is more complicated because 

the developer of a system which uses AI-platform capabilities cannot certify those capabilities, only 

their own use of them.  However, these back-end platforms cannot be ignored.  Where they provide 

learning models, pre-existing data sets and similar capabilities, their ethical status can be expected to 

affect, if not completely determine, the ethical status of the application calling on them.  However, it 

is impractical to expect a platform to be investigated afresh every time a vendor wants to create a 

product using it.  We therefore recommend that platforms be subject to certification as AI platforms.  

Ethical AI Platform Certificates will focus on certifying the system’s suitability to provide its backend 

functions ethically.  Under such a scheme a product may not be certified as ethical if it is using a back-

end AI platform which does not possess an Ethical AI Platform Certification. 

Multiple Product Certification Schemes 

It is unlikely a standardised set of assessment criteria can be developed which is applicable to any and 

all AI or robotics systems.  The wide variety of uses and the range of possible functions are too great, 

and many are yet to be invented.  Some criteria can be derived from the field of application, such as 

medicine or self-driving vehicles.  Other criteria of assessment can be derived from the functionality 

of the system, such as facial recognition systems or expert systems based on document analysis (such 

as those which underpin legal expert systems and chatbots).  It is to be expected that some projects 

will be so innovative that they will not easily fit into existing assessment criteria.  Here some 

negotiation will be required between the project and the assessors.  Certification schemes will need a 

central set of criteria used across all products in order to maintain consistency of assessment and 

comparability of products.  However, they will also need some processes which offer the flexibility 

required to assess innovative or bespoke features.  As indicated above, certification eco-systems for a 

variety of solutions in this regard are viable without compromising the aims of certification. 
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Ethics by Design and Certification Schemes 

To some degree the certification criteria for completed, yet undeployed, systems will offer a set of 

formal ethical design requirements.  This will allow developers to know which ethical requirements 

the final system must meet before designing the system.  Methodologies such as Ethics by Design 

provide frameworks by which to achieve these requirements organically within the design process.  

Indeed, some of the assessment criteria for certification may require specific processes or tools during 

the development process, such as documenting data sources and how they were manipulated.  Here 

Ethics by Design (or a similar methodology) will be necessary in order to integrate such requirements 

into the normal development process. 

2.3. Auditing 

A system’s ethical status may change over time.  For example, “on the job” learning by a working AI 

system may drive changes in system behaviour, as may changes in data.  On-going compliance must 

therefore be regularly assessed through auditing.  A successful audit will maintain the system’s 

certification status.  Certification programs may operate on the basis that certification only lasts for a 

period of time, such as one or two years.  In such cases, auditing is required to obtain a new 

certification.  Alternatively, certification may be permanent, unless the system fails audit, in which 

case the certification is withdrawn.  The difference between these two options is not insignificant. 

Withdrawal of certification is an active process, whereas failure to issue a new certificate is more a 

lack of action.  As such, a system which withdraws an otherwise permanent certification is likely to 

bring expectations that such withdrawal can be appealed.  Thus it is likely that certification programs 

which withdraw otherwise permanent certifications will require a more complex and extensive 

organisational structure. 

If a system fails an audit, a certification program has two options; call for remedial action to maintain 

certification or withdraw certification.  Certification programs may chose to adopt a graduated system 

by which to rate audit failure, such that some failures merely indicate a small need for adjustment 

within a reasonable timeframe.  In such a case certification is not fully withdrawn immediately and 

time is given for the system to be brought into compliance.  Other failures may call for immediate loss 

of certification while the system is taken offline for repair.   

It may be appropriate to have multiple levels of certification for a single system, especially if that 

system offers a range of functions or use contexts.  Similarly, auditing of some systems may be most 

effective by offering discrete audit criteria for different functions or usages.  In our earlier example, 

we cited a scheme by which self-driving vehicle certification accepted the certification of the image-

recognition subsystem.  If the vehicle changes its driving patterns as a result of experience, its driving 

behaviour will need regular auditing, similar to an annual vehicle fitness check.  However, if it does 

not modify (or “teach”) the image-recognition subsystem, that sub-system will not need to be audited 

because its functionality will not change over time.  It may be appropriate that some product or 

installation certificates specify the appropriate frequency of audits. 

We do not recommend specific approaches in this regard, nor with regard to forms of audit process, 

strategies for handling audit failure or other details of the certification and audit processes.  Similar 

certification and audit systems in other industries, such as aircraft components, operate effectively 

while allowing for considerable national variations in approach (Leveson, 2011).  As a result we do not 

feel variations in certification or audit necessarily compromise the development of ethical AI and 

robotics systems.   
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2.4. People 

People are to be certified through professional training programs and exams.  AI Engineer certification 

schemes are already available, such as Singapore’s Certified AI Engineer program21 and Google’s Cloud 

Professional Machine Learning Engineer certification22.  While the Singapore program is not focused 

exclusively on the ethics of AI, ethics are included and subject to a formal exam.  On the other hand, 

Google’s certification scheme does not, as yet, include any ethical component.  Purely ethically-

focused certification programs are also arising, such as Certified Ethical Emerging Technologist23 from 

Certnexus.  There are many existing certifications which should adopt ethical AI components, such as 

COBIT.24   

A range of professional certifications will be required, as is the case for most technical systems.  For 

example, while developers need a detailed understanding of the coding decisions which can lead to 

ethical issues, the senior managers of an organisation using that system do not.  Instead they need to 

understand how their organisation’s way of using an AI system can affect its operational ethical status.  

Most professional certification programs are already organised in this way.  For example, the COBIT 

certification program distinguishes thirty-four different roles, such as Board Member and Chief 

Information Officer, and sets distinct responsibilities for each.  For example, Board Members have 

responsibility for monitoring the governance of technical systems, while the Chief Information Officer 

is responsible for monitoring the data quality assessment processes. 

An ecosystem for professional training in ethical AI is already developing.  In addition to formal 

certification programs like Certnexus’s Certified Ethical Emerging Technologist, some organisations 

have developed their own ethical AI training programs.  For example, the Linux Foundation, which has 

trained 1.7 million Linux engineers25, offers an examinable training course “Ethics in AI and Big Data”26 

within its suite of AI/Machine Learning courses. 

We do not consider our ancillary activities detailed below to be essential to the development of 

professional certifications because such certifications are developing organically already.  However, 

we cannot be certain they will reach sufficient demand to change the overall direction of AI or robotics 

innovation.  Therefore the ancillary activities detailed below are designed to increase the value of such 

certifications and thus increase demand for them. 

While Certnexus demonstrates that specifically ethically-focused certifications will develop, for the 

most part we expect that current certification programs will add ethical AI elements to existing 

training programs, just as they have done with GDPR and data protection requirements.  This process 

will be facilitated if ethical AI requirements become incorporated into important guidance programs, 

especially the EU e-Competence framework.27  This framework has an existing mechanism for 

incorporating new competencies. For example, moving from Version 2 to Version 3 of the e-

Competence framework added Innovating, System Engineering, Needs Identification and Digital 

Marketing.  Consultations with member organisations have already identified the need to add 

competencies relating to big data, machine learning and other aspects of AI.  Furthermore, there are 

                                                           
21 https://www.aisingapore.org/ai-certification/ 
22 https://cloud.google.com/certification/machine-learning-engineer 
23 https://certnexus.com/certification/ceet/  
24 https://www.isaca.org/credentialing/cobit 
25 https://www.linuxfoundation.org/  
26 https://training.linuxfoundation.org/training/ethics-in-ai-and-big-data-lfs112/  
27 https://www.ecompetences.eu/  
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https://www.ecompetences.eu/
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signs that ISACA’s COBIT certification program will come to formally include ethical AI within some of 

its certifications.  ISACA has published a white paper on auditing AI for ethical status, with particular 

focus on installation certification (ISACA, 2018).  If ISACA follows the same processes as it did with 

cloud computing, we can expect to see formal components for ethical AI and robotics systems to be 

added to COBIT certifications.  Other professional certification schemes operate in a similar fashion.  

Since this has been a consistent pattern as new technologies have arisen in the past, we can expect 

ethical AI to be incorporated in the same way in the future. 

Professional Associations - CPD 

Professional associations typically recognise that skills can erode over time and that working 

environments change as technology develops.  They therefore expect, or demand, their members 

maintain their competencies through continuing professional development programs (CPD’s).  In 

many cases governments require these associations to oblige their members to undertake suitable 

CPD in order to give their profession appropriate regulatory backing.  In other cases, insurance 

companies require CPD for matters such as professional liability insurance.  There is therefore a pre-

existing ecosystem for professional CPD training into which ethical AI can be incorporated. 

CPD increases the range of personnel accessible for training in ethical AI and robotics systems.  The 

majority of professionals do not obtain COBIT or similar certifications, which require considerable 

commitments of time and money.  However, CPD training is often in the form of short courses (1 - 2 

days) or self-study and provides an opportunity to educate many professionals who do not need, or 

will not take, more formal professional certification programs.  

Professional Associations – Codes of Conduct 

Professional associations often have codes of conduct.  Where relevant they should be encouraged to 

incorporate ethical AI concerns.  Codes of conduct for relevant professional associations should be 

kept in line with the certification standards as they evolve, as well as relevant audit or CPD 

requirements.  This will be relatively straight-forward with professional associations directly involved 

in developing AI or robotics systems, such as national associations of IT professionals or engineers.  A 

valuable channel for communication with IT professionals will be The Council of European Professional 

Informatics Societies (CEPIS)28 which represents the thirty-five national IT professional associations 

across Europe. 

However, other professions may need to take on board concerns of a form not encountered by them 

before because AI has not historically formed part of their toolset.  For example, the increasing use of 

expert systems in law may require provision in codes of conduct for members of the legal profession, 

as we have seen with data protection.  Many of the European professional associations are actively 

involved in, or draw guidance from, the European e-Competence Framework29, so this constitutes a 

major channel for encouraging the addition of ethical AI components into relevant professional codes 

of conduct. 

SME’s and Business Awareness  

It is important to bear in mind the majority of AI purchasers will be small businesses.  AI systems are 

not necessarily large or expensive.  For example, bars are deploying facial recognition systems to 

determine whether someone is too young to be served, bill people automatically and monitor staff 

performance (Chan, 2019).  Such systems cost as little as €200/month and so are easily affordable by 

                                                           
28 https://cepis.org/  
29 Some examples can be seen at https://www.ecompetences.eu/professional-bodies-trade-unions-

and-sector-associations/  
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most businesses.  99.8% of all businesses in the EU are small and medium-sized enterprises (SME’s) 

(Executive Agency for Small and Medium-sized Enterprises, 2019).  They account for 66% of all 

employment in the EU.  Consequently, SME’s must inevitably constitute the majority of purchasers 

and end-users of AI systems.  As such they are an essential audience for increased awareness of ethical 

AI issues.  However, professional certification schemes such as COBIT are not designed for SME’s and 

are too expensive for most.  We therefore recommend building the necessary ethical awareness 

through the channels which SME’s already use to acquire new expertise -  trade associations and 

business support networks. 

These organisations offer short talks at networking events, such as business breakfasts, and also offer 

consultancy and training services, which can also constitute CPD training in some professions.  Issues 

relating to ethical AI should be introduced into these channels.  Such material should focus on general 

citizen awareness as subjects of AI decisions, training in ethical use of such systems in small and 

medium-sized enterprises, and issues relating to making ethically informed purchases.  As with private 

training companies, there are a wide range of such organisations.  The most important in this regard 

are those which can be leveraged to provide the most impact at a single point of contact.  We identify 

two EU organisations as critical in this respect; the Enterprise Europe Network (EEN)30 and the 

European Business and Innovation Centre Network (EBN)31.  The EEN is the world’s largest support 

network for small and medium-sized enterprises.  It is active in more than 60 countries worldwide and 

brings more than 600 member organisations, reaching down to local enterprise boards.  The EBN is 

dedicated to providing support for business support organisations, such as incubation hubs, and those 

receiving their services.  It is operational in 29 countries and has 175 members who support over 

25,000 companies.  Both these organisations provide the capability to deliver a range of educational 

services, from short awareness briefings to more advanced training in ethical AI and robotics systems.   

Other organisations should be identified which can offer comparable channels but which are not run 

by with government organisations or funded under EU initiatives.  For example, most countries have 

some form of SME association, such as the Irish Small Firms Association32, The Royal Association MKB-

Nederland33 and the German Association for Small and Medium-sized Businesses34.  Some of these 

can be approached via the EU’s Executive Agency for SMEs35 or comparable EU institutions.  Others 

will need to be approached directly.  As we have seen with GDPR, we can expect the eventual 

development of an ecosystem of individuals and training companies specialising in delivering this 

material to such organisations. 

SME education and awareness building should not focus on the obtaining of certification, but on 

general awareness of issues relevant to the purchase and operation of AI and robotics systems.  Of 

critical importance is that this awareness strategy promotes the value of the certification schemes.  

Purchase of an AI possessing an Ethical AI Product Certificate should be presented as resolving many 

difficulties which would otherwise fall to the SME.  Similarly, hiring suitably certified AI engineers and 

installers should be presented as a safer choice than hiring those without certification.  As SME’s 

develop awareness of the potential dangers inherent in purchasing and operating AI and robotics 

                                                           
30 https://een.ec.europa.eu/about/about  
31 https://ebn.lt/  
32 https://www.sfa.ie/  
33 https://www.mkb.nl/  
34 https://www.bvmw.de/  
35 https://ec.europa.eu/easme/  
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systems, they should come to see ethical AIR certification schemes as mitigating risk as much as 

possible. 

2.5. Training programs 

Where formal certification exists, standard industry practice is that training programs leading to 

certification exams must themselves be certified by the body awarding the certificate.  This occurs 

through approval of a training program by approval of a governing body.  Most, but not all, certifying 

bodies have some form of government backing, such as approval under an existing EU or national 

program or the accumulation of academic study credits.   Ongoing compliance with a training 

programme is assured by the awarding body through ongoing maintenance and review.  Where 

certificates already exist, we can expect such mechanisms to also exist.   Accordingly, we do not need 

to develop ongoing compliance programs for training courses, but can rely on the certifying bodies to 

do this as part of their normal operating procedure.  Because these are private training programs they 

have been shown to be driven by student satisfaction with the quality of the training.  Should the 

contents of a training course become obsolete due to changes in industry or regulation, we can rely 

on the clients to pressure the certifying body to keep the course up to date.  Furthermore, if we work 

with a number of certifying bodies, commercial competition will further motivate them to maintain 

their standards in this regard.   

Preparing people for formal certifications will not be the only form commercial training courses will 

take.  As with existing schemes and industry patterns, the majority of training programs will not focus 

on certifications like COBIT.  Instead they will be oriented to practical skills of immediate use to 

companies.  The majority will be will be 1-day or 2-day courses because these can be delivered on 

weekends, or do not require too much time out of the office.  More advanced training, especially for 

technicians, typically occupies a complete 5-day week, rarely longer.  All such courses have a business 

imperative of selling themselves to commercial companies.  Natural competitive processes keep these 

courses up-to-date as part of their appeal to potential training customers.  Therefore, if demand exists 

for such training, no other effort is required to specifically encourage maintenance and improvement 

in private training material. 

Similar procedures and pressures exist for the certification of trainers and for encouraging trainers to 

maintain their skills, and so can be relied upon to ensure trainers remain competent. 

3. Commercial industry motivation 
This section offers the broad outlines of a strategy by which to generate the desire for ethical 

certification of those who create or sell AI or robotics systems.  The objective is to create a marketplace 

which desires certified products and staff.  The rationale driving this strategy is that that suppliers will 

adopt certification in response to market demand.  A secondary, but no less important, objective is to 

ensure that certification schemes are compatible and sufficient.   

We make no assessment of the degree to which commercial enterprises will be motivated by ethical 

concerns because we do not consider it safe to base our recommendations on such judgements.  There 

is evidence that the degree to which commercial actors feel obligated by ethical requirements varies 

between cultures (Becker and Fritzsche, 1987; Sims and Gegez, 2004) and individuals within those 

cultures.  These attitudes range from “anything goes” to mild constraint.  The most consistently held 

position across all business cultures is that the primary ethical imperative on a business is to generate 

a profit for the shareholders.  Thus, what is universal across all commercial enterprises is the need to 

make a profit, whether this is merely seen as a fact of life or an ethical imperative.  Our approach is 

therefore based on the premise all commercial enterprises are driven by the profit motive, whether 
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other motives are present or not.  Under this approach we do not seek to encourage compliance with 

ethical AI requirements by anything other than a desire to maintain or increase profitability.  We 

assume industry will show an interest in ethical certification and training programs if they believe 

these will increase sales.  However, sales will only be affected by ethical certification if potential 

customers are aware of the existence of such certification and actively desire products or staff which 

have been suitably certified in preference to those which have not.  

The success of our proposals therefore depends on several strands.  Firstly, building suitable beliefs 

and values in the marketplace, primarily amongst purchasers of AI and robotics products, but amongst 

the general public as well.  Secondly, we  recommend strategies which encourage existing training and 

certification companies to develop training courses and incorporate ethical AI components into their 

certification schemes.  Thirdly, there is a need to provide a central model (or standard) of concerns 

against which certification schemes and training programs can be assessed.  This central model will 

also enable guidance of the important features which should be addressed.   In this sense, the central 

model has the capability to act as the focal point of civic debate regarding the practical requirements 

made of ethical AI and robotics systems. 

The primary aim is to plant two key viewpoints in the market:  

 An awareness of the need for ethical AI certification, accompanied by an awareness that such 

certification exists, and that it answers the perceived need. 

 Confidence that certified products, services and staff are easily available, that selecting a 

certified product or person is no more difficult than selecting an uncertified one, and that 

certified products are just as good as uncertified ones, if not better. 

While market demand can generate a desire for certification, other elements have the potential to 

enhance this desire further – pressure from insurers, procurement requirements and some regulation 

or central organisation.  Our strategy for developing industry interest in ethical certification therefore 

includes these elements as well. 

The Central Ethical AI Reference Model (CEARM) 

While we recommend allowing multiple independent paths to certification, a central ethical reference 

model (CEARM) is required in order to provide a common set of ethical criteria by which to measure 

certification programs.  Such a model requires a central organisation to curate it.  We believe our 

proposals are in line with those outlined in the EU Coordinated Plan on Artificial Intelligence (European 

Commission, 2018).  This calls for co-ordination of efforts towards ethical AI in many dimensions.  We 

also note recommendations the European Parliament resolution of 16 February 2017 to the 

Commission on Civil Law Rules on Robotics36, which recommends the designation of a central 

european agency for robotics and artificial intelligence which will provide technical, ethical and 

regulatory expertise.  Such a body would be an appropriate curator of a central model of ethical 

requirements which all certification programs must cover. 

Such a model provides a number of benefits.  Firstly, it ensures a minimum standard which 

certifications must achieve in order to be valid.  It may be determined in the future that certifications 

require licencing.  A central agency could create and co-ordinate certification licencing if such a 

decision is taken, while the central model becomes the standard against which licencing is determined.  

A central model also ensures different national certification schemes, such as Denmark’s Responsible 

Data Use labelling scheme, maintain minimum standards, respect the certification schemes of other 

                                                           
36 https://eur-lex.europa.eu/legal-content/EN/TXT/?uri=CELEX%3A52017IP0051  
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member states and are compatible across the EU.  A central reference model also forms a basis for 

international negotiations to ensure compatibility with global standards, such as those of the IEEE, 

and with less prescriptive ones, such as those of UNESCO. 

The CEARM contains the core ethical values we want to promote through the various awareness and 

certification schemes outlined above.  This centres on the six ethical values and the resultant ethical 

requisites covered in our guidance documents on AI Ethics by Design.  The exact format of the CEARM 

can be determined later, but it would most likely take the form of recommended guidelines for 

certifications.  This may contain a new canonical standard based on our recommendations, but we 

also recommend that potential certificates have the option to reference themselves against an 

existing standard from a recognised standards body, such as IEEE.  Under this scheme, a candidate 

certificate would need to explain which standard (or combination thereof) it used as its basis for 

requirements, and how it complies with it.  For example, a certificate may reference some of the IEEE’s 

portfolio of Artificial Intelligence Systems Standards.37 Under this approach, the proposed process for 

issuing an AI Product or Platform Certificate could be compared to IEEE P2840 (Standard for 

Responsible AI Licencing)38, while an AI Installation Certificate could derive assessment criteria from 

IEEE P2863 (Recommended Practice for Organizational Governance of Artificial Intelligence)39.  

Neither standard would be sufficient alone for a certification and most certifications would need to 

reference a number of IEEE standards.  The IEEE currently has thirty-six standards with the Artificial 

Intelligence Systems Standards portfolio; some are limited to specific contexts while others are very 

broad and applicable to most AI and robotics systems.  For example, IEEE P7014 (Ethical 

Considerations in Emulated Empathy in Autonomous and Intelligent Systems)40 is only relevant to 

systems which emulate emotion, while IEEE P7001 (Standards for Transparency of Autonomous 

Systems)41 is applicable to all AI and robotics systems.  ISO has a similar approach, with twenty-six 

relevant standards in development under the ISO/IEC JTC 1/SC 42 Artificial Intelligence Work Plan42.  

Some of these, such as ISO/IEC CD 38507 (Governance Implications of the Use of Artificial Intelligence 

by Organizations),43 may be suitable as reference baselines for certificates.   

Alternatively, candidates to become certificates in Ethical AI could be compared against the CEARM 

itself.  It is likely most certification schemes would need to use the CEARM to fill gaps left by other 

suites of standards.  Compliance need not be absolute.  Similar to the Energy Rating Certificate, it 

would be possible to assign a set of compliance ratings, and to do so individually for each of the six 

values.  There are six values in our recommendations - human agency, data governance, fairness, 

personal and social well-being, accountability and oversight, and transparency. A product or 

installation certificate could therefore rate each individually.  For example, an AAA-AAA rating could 

indicate 100% compliance with all values to the utmost degree, while AAA-ADF could indicate 100% 

compliance with most values, but the last two letters indicate mediocre oversight mechanisms (D) and 

poor transparency (F).  Not all values will be equally important in all situations.  For example, the 

transparency value holds that people should know when they are being the subject of AI decisions.  

However, it is less important to know this when the AI is directing the traffic lights than when it is 

                                                           
37 https://standards.ieee.org/initiatives/artificial-intelligence-systems/standards.html  
38 https://standards.ieee.org/project/2840.html  
39 https://standards.ieee.org/project/2863.html  
40 https://standards.ieee.org/project/7014.html  
41 https://standards.ieee.org/project/7001.html  
42 https://www.iso.org/committee/6794475.html  
43 https://www.iso.org/standard/56641.html  
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deciding whether to grant you a loan.  Individual ratings for each value can be paired with variable 

rating requirements, which require different minimum levels for different useages.  Thus, an AI 

certificate tells vendors and purchasers which type of situations the product may be used in.  In the 

example provided above, such a rating could be considered sufficient for traffic management 

functions, but not for operations affecting individual finances.  Nuanced ratings also enable developers 

to target particular forms of ethical status in a drive to enter particular markets and makes possessing 

ethical status of a particular value a positive sales feature. 

We allow for the possibility the exact contents of the CEARM could require some civic debate.  There 

are many groups who have already taken positions regarding what constitutes acceptable ethical AI.  

Furthermore requirements will change as AI evolves and social awareness grows.  It is therefore 

inevitable some will have opinions about what should, or should not, be universally required.  It is also 

inevitable new innovations will create situations which existing ethical requirements do not take into 

account.  We therefore anticipate there will be an ongoing civic debate regarding what constitutes an 

ethical AI product and that this debate will focus on the CEARM.  Given the nature, range and 

importance of ISACA certifications (especially COBIT), ISACA should also be directly involved in the 

development of the CEARM.  ISACA support will be essential in building ethical AI into critical 

enterprise personnel certifications.  There may be other significant organisations who should be 

directly involved in such a forum, ranging from charities to AI and robotics manufacturers. 

While the CEARM is based on the findings of this project’s research, it need not be confined to them 

in order to achieve the objective of developing a robust ethical AI business ecosystem.  There are 

already a number of significant alternative sets of values and requirements extant, and it is inevitable 

other organisations will take positions on ethical AI over time.  It would therefore be appropriate to 

have a mechanism for updating the CEARM periodically.  This requires some form of ongoing 

organisation and associated review processes.  We do not offer specific recommendations in this 

regard, merely reiterate that existing proposals and initiatives for a central AI agency provide a suitable 

environment for such processes.   While we do not believe it is the only viable solution in this regard, 

we will use this below as an example of how such functions could be performed, while recognising 

existing organisations may be able to offer comparable capabilities. 

CEARM - Summary 

The CEARM functions as a reference for all initiatives to promote ethical AIRs  Candidate certificates 

can be compared to its requirements.  These may themselves receive nuanced ratings.  For example, 

a certificate intended for a company director may require high ratings for governance activities, but 

limited knowledge of data bias amelioration techniques.   

Major activities around the CEARM will be: 

 A standard against which to assess potential certificates. 

 A central civic forum through which evolving needs and requirements can be debated and 

determined. 

 A source of reference and source information for training materials and public awareness 

initiatives. 

3.1. Awareness of Need 

Awareness of need has been shown to be an effective component in changing social norms and 

behaviour (Harland, Staats, and Wilke, 2007) and the processes for generating it are well understood 

(Abrahams et al., 2012).   Awareness of the issues regarding the ethical aspects of AI drives the desire 

to seek remedies.  Some awareness is building organically in the community already and can be 
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expected to continue.  Proven techniques for building awareness of need can enhance the speed, 

depth and insight of public understanding of ethical AI and robotics systems and should be deployed.  

The exact policies and programs which are most appropriate should be designed by those combining 

an understanding of these issues with expertise in the appropriate marketing and communication 

strategies. 

As with the range of programs and audiences discussed above (see 2.4: People, p.15), the modes and 

content of communication will need to vary according to the audience and the concerns relevant to 

them.  This requires the development of a central store of concepts and concerns, together with 

material ranging in detail, from basic infographics to white papers and similar in-depth material 

suitable to the general public, AI purchasers and operators, and for developers and vendors of AI and 

robotics systems.  A central agency would allow for co-ordination across the EU, together with 

production of common elements, such as logos, source material for graphics, statistics and possibly as 

a source of brochures, training material and other documents.   

The most important audience for the generation of an ethical AI ecosystem is those who will purchase 

AI and robotics systems.  As we have seen, this will be mainly SME’s.  Consequently, the most 

important channels for awareness building are those which inform SME’s, such as business support 

networks.  Here there is a need to deliver the full range of business information services, from short 

awareness briefings to more advanced training in purchasing and managing AI and robotics systems 

ethically.  The most important channels are the Enterprise Europe Network (EEN) and the European 

Business and Innovation Centre Network (EBN).  Many small business associations can reached 

through the EU’s Executive Agency for SMEs or comparable EU institutions, while others will need to 

be approached directly.   

The European e-Competence Framework must be updated to include ethical AI.  Other frameworks 

for digital competence may also need updating.  Since the Council of European Professional 

Informatics Societies (CEPIS) draws much of its codes of conduct from the e-Competence Framework, 

CEPIS should also be directly involved in the development of a set of formal specifications which all 

codes of conduct should include. 

3.2. Insurance pressure 

Insurance has the potential to be an important driver of market sentiment.  At some stage legal action 

is likely against the operator of an AI or robotics system regarding some ethical aspect of its behaviour, 

such as racial or gender bias.  These matters therefore alter the liability of AI operators.  Adoption of 

an AI which has been formally certified for ethical compliance significantly lowers the risk for an 

insurer and should therefore affect insurance premiums.  The insurance industry will inevitably adapt 

to the rise of AI and robotics systems, but may do so in an uncoordinated fashion and may look for 

requirements which are not coherent with other ethical AI expectations.  We therefore recommend 

the inclusion of the insurance industry in the development of the CEARM.  We also recommend 

insurance companies be considered a prime channel for development of market need.  This can be 

accomplished by the existing channels through which such concerns are discussed between the EU 

and insurance industry.  In particular, we recommend direct involvement by Insurance Europe44 in 

setting certification standards and training requirements.   

                                                           
44 https://www.insuranceeurope.eu/.  Its members are the EU’s national insurance associations.  

Insurance Europe members represent 95% of total European insurance activity. 

https://www.insuranceeurope.eu/
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3.3. Procurement 

Public procurement is an effective method of influencing commercial product innovation (Dalpé, 

1994).  Public procurement accounts for 14% of the EU’s total GDP (European Commission, 2020).  

This gives the government sector extremely powerful influence over vendors of systems.  We 

recommend that the EU move towards requiring Product and Installation Certificates for all AI and 

robotics systems as part of its procurement requirements, and that it imposes such a requirement on 

subsidiary organisations, down to the level of local government bodies, to the degree that it is able.  

Under this policy, products may not be included in tenders unless they possess ethical AI product 

certifications and may not be activated once purchased until they have achieved an AI Installation 

Certificate.  They would also be required to support appropriate auditing once deployed.  This policy 

could also demand professional certifications, as appropriate, for personnel involved in operating 

government AI’s.  For example, all staff who can make purchase decisions for AI’s could be required 

to obtain a certificate which qualifies them to understand the ethical issues of AI’s and make informed 

assessments of possible purchases.  The degree to which such policies can be enforced on other 

branches of government, especially member states, is largely a matter of political negotiation.  Here 

we note that such policies need not be prescriptive, but could simply be “highly recommended.”   

At the time of writing, certifications for ethical AI products are not developed to the degree that it is 

possible to insist on certified products.  However, it is possible to announce such a requirement will 

be activated at some time in the future, possibly in 3-5 years.  This will stimulate the growth of 

certification schemes and motivate developers to consider ethical requirements, even if they cannot 

actually adopt certification schemes just yet. 

3.4. Certificate Badge Branding 

The final element required to create a market which demands ethical AI products is widespread public 

awareness of certificates and what they do.  Here our model is based on the EU’s Energy Labelling 

Framework and its associated energy labels, such as the Electrical Product Labelling Scheme.  We 

propose a similar scheme.  Under this system, approved certifications would generate a standardised 

ethical AI label.  Using similar mechanisms as have been used with the various energy labels, 

purchasers and users of systems can learn to read such labels.  This would enable them to quickly 

assess the ethical status of a product at a glance.  The Danish government is already developing such 

a badge45.  We believe it is important to establish initiatives at the EU level as soon as possible so as 

to prevent the rise of competing or incompatible national schemes. 

The Energy Labelling Framework has been very successful and there is good evidence it is now an 

active consideration when people make purchases.  We do not propose to offer alternative 

communication, marketing or educational strategies.  We believe much of what has been done with 

the Energy Labelling Framework could be emulated here.  The framework has been running for long 

enough to know what works, and so we suggest simply copying that. 

                                                           
45 https://investindk.com/insights/denmark-paves-the-way-for-implementation-of-trust-by-design 
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Glossary of terms  
Term Explanation 

AI Platform A back-end system which offers AI capabilities which other developers can 
use to build AI applications 

AI Platform provider A company offering AI platforms to developers, such as Clairifai, IBM and 
Google. 

Auditability Auditability refers to the ability of an AI system to undergo the assessment 
of the system’s algorithms, data and design processes. This does not 
necessarily imply that information about business models and intellectual 
property related to the AI system must always be openly available. 
Ensuring traceability and logging mechanisms from the early design phase 
of the AI system can help enabling the system's auditability. 

Bias Bias is an unfair or unjustified prejudice towards or against a person, 
group of people, object, or position.  Bias can arise in many ways in AI 
systems. It does not necessarily relate to human bias or human-driven 
data collection. It can arise, for example, through the limited contexts in 
which a system in used, in which case there is no opportunity to generalise 
it to other contexts. Bias can be intentional or unintentional, but is a 
danger because it frequently causes discriminatory and/or unfair 
outcomes in AI systems 

Business Ecosystem A network of organizations (including suppliers, distributors, customers, 
and competitors) involved in the delivery of a specific product type or 
service through both competition and cooperation. 

Ethics Ethics is an academic discipline which is a subfield of philosophy. Applied 
ethics deals with real-life situations, where decisions have to be made 
under time pressure, and often limited rationality. AI Ethics is generally 
viewed as an example of applied ethics and focuses on the issues raised 
by the design, development, implementation and use of AI. 

Ethical AI Ethical AI refers to the development, deployment and use of AI that 
ensures compliance with ethical norms, including fundamental rights as 
special moral entitlements, ethical principles and related core values.  

Ethics by Design The approach of incorporating ethical considerations throughout the 
design, development and deployment phases of software and engineering 
product creation so as to avoid the product generating negative ethical 
effects. 

SME Small and Medium-sized Enterprise.  A small enterprise has fewer than 50 
employees and an annual turnover not exceeding €10m.  A medium-sized 
enterprise has 50 - 249 employees and an annual turnover not exceeding 
€50m. 

Table 2: Glossary of terms 
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